History of the Internet

In the late 1960s, one of the authors (HMD) was a graduate student at MIT. His research at MIT’s Project Mac (now the Laboratory for Computer Science—the home of the World Wide Web Consortium) was funded by ARPA—the Advanced Research Projects Agency of the Department of Defense. ARPA sponsored a conference at which several dozen ARPA-funded graduate students were brought together at the University of Illinois at Urbana- Champaign to meet and share ideas. During this conference, ARPA rolled out the blueprints for networking the main computer systems of about a dozen ARPA-funded universities and research institutions. They were to be connected with communications lines operating at a then-stunning 56Kbps (i.e., 56,000 bits per second)—this at a time when most people (of the few who could) were connecting over telephone lines to computers at a rate of 110 bits per second. HMD vividly recalls the excitement at that conference. Researchers at Harvard talked about communicating with the Univac 1108 “supercomputer” at the University of Utah to handle calculations related to their computer graphics research. Many other intriguing possibilities were raised. Academic research was on the verge of taking a giant leap forward. Shortly after this conference, ARPA proceeded to implement the ARPAnet, the grandparent of today’s Internet. Things worked out differently from what was originally planned. Rather than the primary benefit of researchers sharing each other’s computers, it rapidly became clear that enabling the researchers to communicate quickly and easily among themselves via what became known as electronic mail (e-mail, for short) was the key benefit of the ARPAnet. This is true even today on the Internet, as e-mail facilitates communications of all kinds among millions of people worldwide. One of the primary goals for ARPAnet was to allow multiple users to send and receive information simultaneously over the same communications paths (such as phone lines). The network operated with a technique called packet-switching, in which digital data was sent in small packages called packets. The packets contained data address, error control and iw3htp2.book Page 8 Wednesday, July 18, 2001 9:01 AM sequencing information. The address information allowed packets to be routed to their destinations. The sequencing information helped reassemble the packets (which, because of complex routing mechanisms, could actually arrive out of order) into their original order for presentation to the recipient. Packets from different senders were intermixed on the same lines. This packet-switching technique greatly reduced transmission costs compared with the cost of dedicated communications lines.
The network was designed to operate without centralized control. If a portion of the network should fail, the remaining working portions would still route packets from senders to receivers over alternate paths.
The protocols for communicating over the ARPAnet became known as TCP—the Transmission Control Protocol. TCP ensured that messages were properly routed from sender to receiver and that those messages arrived intact. As the Internet evolved, organizations worldwide were implementing their own networks for both intraorganization (i.e., within the organization) and interorganization (i.e., between organizations) communications. A wide variety of networking hardware and software appeared. One challenge was to get these different networks to communicate. ARPA accomplished this with the development of IP—the Internetworking Protocol, truly creating a “network of networks,” the current architecture of the Internet. The combined set of protocols is now commonly called TCP/IP. Initially, Internet use was limited to universities and research institutions; then the military began using the Internet. Eventually, the government decided to allow access to the Internet for commercial purposes. Initially, there was resentment among the research and military communities—these groups were concerned that response times would become poor as “the Net” became saturated with users. In fact, the exact opposite has occurred. Businesses rapidly realized that they could tune their operations and offer new and better services to their clients, so they started spending vasts amounts of money to develop and enhance the Internet. This generated fierce competition among the communications carriers and hardware and software suppliers to meet this demand. The result is that bandwidth (i.e., the information carrying capacity) on the Internet has increased tremendously and costs have decreased significantly. It is widely believed that the Internet has played a significant role in the economic prosperity that the United States and many other industrialized nations have enjoyed recently and are likely to enjoy for many years.

ARCHITECTURE
TheWWW today is a distributed clientJserver service, in which a client using a browser can access a service using a server. However, the service provided is distributed overmany locations called sites, as shown in Figure 1
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Figure 1 Architecture ofWWW
Each site holds one or more documents, referred to as Web pages. Each Web page can contain a link to other pages in the same site or at other sites. The pages can be retrieved and viewed by using browsers. Let us go through the scenario shown in Figure 27.1. The client needs to see some information that it knows belongs to site A. It sends a request through its browser, a program that is designed to fetch Web documents. The request, among other information, includes the address of the site and the Web page, called the URL, which we will discuss shortly. The server at site A finds the document and sends it to the client. When the user views the document, she finds some references to other documents,
including a Web page at site B. The reference has the URL for the new site. The user is also interested in seeing this document. The client sends another request to the new site, and the new page is retrieved.

Client (Browser)
A variety of vendors offer commercial browsers that interpret and display a Web document, and all use nearly the same architecture. Each browser usually consists of three parts: a controller, client protocol, and interpreters. The controller receives input from the keyboard or the mouse and uses the client programs to access the document. After the document has been accessed, the controller uses one of the interpreters to display the document on the screen. The client protocol can be one of the protocols described previously such as FfP or HTIP (described later in the chapter). The interpreter can be HTML, Java, or JavaScript, depending on the type of document. We discuss the use of these interpreters based on the document type later in the chapter see figure 2
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Figure 2 web browser
Server
The Web page is stored at the server. Each time a client request arrives, the corresponding document is sent to the client. To improve efficiency, servers normally store requested files in a cache in memory; memory is faster to access than disk. A server can also become more efficient through multithreading or multiprocessing. In this case, a server can answer more than one request at a time.

Uniform Resource Locator
A client that wants to access a Web page needs the address. To facilitate the access of documents distributed throughout the world, HTTP uses locators. The uniform resource locator (URL) is a standard for specifying any kind of information on the Internet. The URL defines four things: protocol, host computer, port, and path (see Figure 3).
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Figure 3 URL
The protocol is the client/server program used to retrieve the document. Many different protocols can retrieve a document; among them are FTP or HTTP. The most common today is HTTP. The host is the computer on which the information is located, although the name of the computer can be an alias. Web pages are usually stored in computers, and computers are given alias names that usually begin with the characters "www". This is not mandatory, however, as the host can be any name given to the computer that hosts the Web page. The URL can optionally contain the port number of the server. If the port is included, it is inserted between the host and the path, and it is separated from the host
by a colon. Path is the pathname of the file where the information is located. Note that the path can itself contain slashes that, in the UNIX operating system, separate the directories from the subdirectories and files.
WEB DOCUMENTS
The documents in the WWWcan be grouped into three broad categories: static, dynamic,and active. The category is based on the time at which the contents of the document are determined.

Static Documents
Static documents are fixed-content documents that are created and stored in a server. The client can get only a copy of the document. In other words, the contents of the file
are determined when the file is created, not when it is used. Of course, the contents in the server can be changed, but the user cannot change them. When a client accesses the document, a copy of the document is sent. The user can then use a browsing program to display the document ( see figure 4)
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Dynamic Documents
A dynamic document is created by a Web server whenever a browser requests the document. When a request arrives, the Web server runs an application program or a script that creates the dynamic document. The server returns the output of the program or script as a response to the browser that requested the document. Because a fresh document is created for each request, the contents of a dynamic document can vary from one request to another. A very simple example of a dynamic document is the retrieval of the time and date from a server. Time and date are kinds of information that are dynamic in that they change from moment to moment. The client can ask the server to run a program such as the date program in UNIX and send the result of the program to the client.

Active Documents
For many applications, we need a program or a script to be run at the client site. These are called active documents. For example, suppose we want to run a program that creates animated graphics on the screen or a program that interacts with the user. The program definitely needs to be run at the client site where the animation or interaction takes place. When a browser requests an active document, the server sends a copy of the document or a script. The document is then run at the client (browser) site.

Java Applets
One way to create an active document is to use Java applets. Java is a combination of a high-level programming language, a run-time environment, and a class library that allows a programmer to write an active document (an applet) and a browser to run it. It can also be a stand-alone program that doesn't use a browser. An applet is a program written in Java on the server. It is compiled and ready to be run. The document is in byte-code (binary) format. The client process (browser) creates an instance of this applet and runs it. A Java applet can be run by the browser in two ways. In the first method, the browser can directly request the Java applet program in the URL and receive the applet in binary form. In the second method, the browser can retrieve and run an HTML file that has embedded the address of the applet as a tag.
HTTP
 Hyper Text Transfer Protocol is a file transfer protocol specifically designed to facilitate access to the WWW. This protocol transfers data in the form of plain text, hypertext, audio, video, and so on. It is called HTTP because it is used in an environment where there are rapid jumps from one document to another.
HTTP functions like a combination of FTP and SMTP. It is similar to FTP because it transfers files and uses the services of TCP. However, it is much simpler than FTP because it uses only one TCP connection (well-known port 80). There is no separate control connection: only data are transferred between the client and the server.
HTTP is like SMTP because the data transferred between the client and the server is similar to SMTP messages. In addition, the format of the messages is controlled by MIME-like headers. However, HTTP differs from SMTP in the way the messages are sent from the client to the server and from the server to the client. Unlike SMTP messages, the HTTP messages are not destined to be read by humans; they are read and interpreted by the HTTP server and HTTP client (browser). SMTP messages are stored and forwarded, but HTTP messages are delivered immediately.
The idea of HTTP is very simple. A client sends a request, which looks like mail, to the server. The server sends the response, which looks like a mail reply to the client. The request and response messages carry data in the form of a letter with a MIME-like format. The commands from the client to the server are embedded in a letter-like request message. The contents of the requested file or other information are embedded in a letter-like response message.
 (
HTTP uses the services of TCP on a well-known port 80
)

Editing XHTML
In this chapter, we write XHTML in its source-code form. We create XHTML documents by typing them in with a text editor (e.g., Notepad, Wordpad, vi, emacs, etc.), saving the documents with either an.html or .htm file-name extension.
4.3 First XHTML Example3
In this chapter and the next, we present XHTML markup and provide screen captures that show how Internet Explorer 5.5 renders (i.e., displays) the XHTML. Every XHTML document we show has line numbers for the reader’s convenience. These line numbers are not
part of the XHTML documents. Our first example (Fig. 4.1) is an XHTML document named main.html that displays the message “Welcome to XHTML!” in the browser. The key line in the program is line 14, which tells the browser to display “Welcome to XHTML!” Now let us consider each line of the program. Lines 1–3 are required in XHTML documents to conform with proper XHTML syntax.
For now, copy and paste these lines into each XHTML document you create. The meaning of these lines is discussed in detail in Chapter 20, Extensible Markup Language (XML). Lines 5–6 are XHTML comments. XHTML document creators insert comments to improve markup readability and describe the content of a document. Comments also help
other people read and understand an XHTML document’s markup and content. Comments do not cause the browser to perform any action when the user loads the XHTML document into the Web browser to view the document. XHTML comments always start with <!-- and end with -->. Each of our XHTML examples includes comments that specify the
figure number and file name, and provide a brief description of the example’s purpose. Subsequent examples include comments in the markup, especially to highlight new features.

1 <?xml version = "1.0"?>
2 <!DOCTYPE html PUBLIC "-//W3C//DTD XHTML 1.0 Strict//EN"
3 "http://www.w3.org/TR/xhtml1/DTD/xhtml1-strict.dtd">
45
<!-- Fig. 4.1: main.html -->
6 <!-- Our first Web page -->
78
<html xmlns = "http://www.w3.org/1999/xhtml">
9 <head>
10 <title>Internet and WWW How to Program - Welcome</title>
11 </head>
12
13 <body>
14 <p>Welcome to XHTML!</p>
15 </body>
16 </html>
Figure below First XHTML example
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Example 2
<?xml version = "1.0"?>
2 <!DOCTYPE html PUBLIC "-//W3C//DTD XHTML 1.0 Strict//EN"
3 "http://www.w3.org/TR/xhtml1/DTD/xhtml1-strict.dtd">
45
<!-- Fig. 4.4: header.html -->
6 <!-- XHTML headers -->
78
<html xmlns = "http://www.w3.org/1999/xhtml">
9 <head>
10 <title>Internet and WWW How to Program - Headers</title>
11 </head>
12
13 <body>
14
15 <h1>Level 1 Header</h1>
16 <h2>Level 2 header</h2>
17 <h3>Level 3 header</h3>
18 <h4>Level 4 header</h4>
19 <h5>Level 5 header</h5>
20 <h6>Level 6 header</h6>
21
22 </body>
23 </html>
Figure below show the second example.
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